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Abstract—The use of additive manufacturing is growing,
especially in the small and medium sized enterprise sector. Still,
the print process and its quality is prone to errors. Though
there exist a variety of visual detection methods for additive
manufacturing, acoustic ones are rare to find.
In this presented approach we propose a method to detect
acoustic events and anomalies during a print process of a Fused
Deposition Modeling 3d printer. The neural network model is
capable of detecting different signals with varying difficulty.
Regarding the first challenge, which is recording audio data,
a microphone is attached close to the extruder of a printer.
Since there is no public available data samples are recorded,
annotated and for a better generalization of the trained model
augmented with different techniques. Mel-frequency cepstral
coefficients and Mel filterbank energies are extracted from the
recorded and augmented data to be used as features. A Long
Short-Term Memory model was trained and validated with
multiple classes of relevant sounds during 3d printing.
Keywords-Anomaly Detection, Long Short-Term Memory,
Additive Manufacturing, Neural Network, Manufacturing Systems, In-Situ Monitoring

I. I NTRODUCTION
Additive manufacturing, colloquially also called 3d printing, has produced some groundbreaking developments in
recent years. In 2019, for example, a miniature human heart
made of stem cells from a 3d printer was produced at TelAviv University [1]. In addition to the concrete product
benefits, additive manufacturing also brings general advantages [2]. Thus it reduces the amount of raw material used,
which leads to a sustainable protection of the environment.
In addition, products can be printed in this way on-demand,
i.e. only when they are really needed or ordered. This would
mean cheaper products and also a reduction of consumed
resources. The fields of application of additive manufacturing are far-reaching - from research to industry, everything
is represented. 3d printing is also becoming increasingly
popular in the arts and in private households.
The most common additive manufacturing method is the
so-called Fused Deposition Modelling (FDM), in which the
model to be manufactured is applied layer by layer from
a meltable material, e.g. plastic. It is characterized by low
manufacturing costs and a large variance of usable materials.
A disadvantage is the long manufacturing process of the
products [2]. However, many problems can occur in 3d
printing. The printer may be incorrectly calibrated, wrong

Figure 1. Using a microphone to detect six different classes from in-situ
audio events by Long Short-Term Memory models. This approach can be
used to detect errors during the printing process, so the print can be aborted
at an early stage when an error occurs.

parameters may be set, and material defects may occur. Too
much or too little of the filament may be extruded from
the nozzle, the nozzle may be clogged, and the worst case
scenario is that the workpiece will not be usable at the end,
consuming unnecessary cost and time.
Mechanical effects, for example, can make some of these
defects audible. Audio sensors and current methods of data
processing and machine learning can be used to detect these
errors and notify the user, allowing him to react accordingly.
Critical errors can also be corrected immediately, preventing
damage or wear to the printer, wasted material and time.
The structure of this paper is as follows. In Section II,
we present the related work. In Section III, we describe
our approach to detect the errors based on acoustic data. In
Section IV, we describe an evaluation scenario and provide
some experiment results. Finally, we provide conclusions
and perspectives in Section V.
II. R ELATED W ORK
The anomaly detection by using acoustic data is already
an ongoing field of research. But in comparison to visual
introspection it is still a niche. First modern approaches
use Gaussian Mixture Models (GMM) to classify different
types of shots of firearms, with the aim of creating a potent
surveillance system. Since Clavel et al. [3] had no realistic
data for this, they artificially created them with the principle
of data augmentation. Thus they mixed shots and ambient

noises. With it they built data sets with different signal
noise ratio. As characteristics they used the first eight Melfrequency cepstral coefficents (MFCC) of the individual
samples, the loudness, the center of gravity wavelength and
the first two derivatives of these three characteristics. Metrics
were the False Rejection Ratio and False Detection Ratio for
which they obtained low values with their system.
Zhuang et al. [4] also use GMM combined with Support
Vector Machines (SVM). As a second classifier they use a
combination of Multi-Layer Perceptrons (MLP) and Hidden
Markov Models (HMM). They achieve a 45% better relative
performance on a then current acoustic event detection
(AED) data set than methods that use automatic speech
recognition features such as mel frequency cepstral coefficents and filter banks. With this hybrid architecture, they
achieve an F score of 41.2 %.
In 2014, Rakotomamonjy et al. [5] used a SVM for a
data set of 19 classes. Since SVMs alone cannot perform a
non-binary classification, an Anywhere Against Anywhere
approach was used. In this approach, k(k−1)
SVM classifiers
2
are created, each of these SVMs making a distinction
between two different classes [6]. The Wilcoxon Sign Rank
Test attested their method to be highly functional.
2017, Lundberg et al. [7] went for a different approach.
They applied the state-of-the-art technique of image recognition, Convolutional Neural Networks (CNN), in the field
of AED. They extracted MFCCs, the spectograms and
cross recurrence plots as characteristics and gave them to
the CNN architectures GoogLeNet [8] and AlexNet [9] as
input. As data sets they used the ESC-10, ESC-50 and the
Urbansound-8K. Each of the features were used individually
and in common combination of all three. That combination
was made by using the features as different color channels of
the same image. With the spectograms alone, they achieved
the best results on all three datasets, but a combination
brought no further advantage.
The ESC-50 data set consists of about 2000 annotated
samples, divided into 50 classes [10]. ESC stands for Environmental Sound Classification and indicates the content
of the data set, which consists of various ambient noises.
The ESC-10 is a subset of it. It has ten classes that can
be divided into three groups. These groups include acoustic
events with similar temporal structures (e.g. dog barking),
acoustic events with strong harmonic content (e.g. baby
crying), and less structured acoustic events (e.g. helicopter,
cracking fire).
The Urbansound-8K [11] consists of 10 classes and 8732
samples of different sounds occurring in cities in the USA.
These include engine noises, pneumatic hammers, shots, etc.
Since Recurrent Neural Networks (RNN) in the automatic
speech recognition provide attractive results [12], these
architectures were also experimented with in the AED.
Especially the Long Short-Term Memory (LSTM) models
are most frequently used. Virtanen et al. [13] used the

aforementioned LSTM with three hidden layers and 32
neurons each on the DCASE-2016 dataset, thus finding a
substantial improvement over GMM and MLP. In addition
to this approach, stereo and non-mono recordings were also
used. This also led to an improvement in the results.
The DCASE-2016 data set [14] was created and used for the
DCASE 2016 Challenge. DCASE stands for Detection and
Classification of Acoustic Scenes and Events. It consists of
ambient sounds.
In a current approach in FDM-AM, Wu et al. [15] used a
Hidden Semi Markov Model (HSMM) to detect the different
machine states, faulty (abnormal ones) and non-faulty. Since
many printers in additive manufacturing do not have sensors
to monitor these conditions, they attach an acoustic sensor to
the extruder themselves. This sensor measures the acoustic
emission (AE). AE refers to the phenomenon in which
elastic transient waves are created by the release of energy
in materials [16]. This has been successfully used in many
applications to monitor the lifetime of devices. In their
approach, they first perform feature extraction on the AE
data. To reduce the number of characteristics, they perform
a segmental analysis. In segmental analysis, the signal is
divided into several intervals of a certain length. The characteristics are extracted from each of these intervals and the
mean of these is calculated and used as new characteristics
for the subsequent Principial Component Analysis (PCA).
These reduced marks are used both as training data for the
HSMM and as test data. Specifically, this paper discusses the
tradeoff between computation time and detection rate. While
a high time resolution of the individual samples provides a
higher recognition rate, the computation time suffers, which
reduces the required real-time benefit.
Apart from acoustic anomaly detection, systems that visually detect errors have been designed much more frequently.
For example, Reese et al. [17] developed a system with
infrared sensors and lasers. Also Scime et al. [18] introduces a defect detection system for the laser powder bed
fusion method, a subset of additive manufacturing, in which
the defects are reliably detected with lasers. Unsupervised
machine learning models are trained to detect defects during
powder distribution.
III. A PPROACH
Two aspects are important to gain high-quality features
from recorded data. First of all, the selection of a suitable
microphone is important. Furthermore, audio recording programs offer different formats, sampling rates, and accuracies.
Since only the sounds at the printer itself are relevant,
but not those in the environment, a cardioid microphone
is selected. This reduces the irrelevant noises in the environment in the recorded data include above all human
conversations and surrounding sounds and noises. To receive
the best results, the microphone should therefore be targeted
at the printer standing on a wall and thus perceive sound

Figure 2. Image taken of a damaged object when the nozzle height was
incorrect and went too low over the object during the printing process.
Class number
0
1
2
3
4
5

Class name
Fan noise
Printing process
Door opening
Door closing
Movement z axis
Incorrect nozzle height

Table I
I N TOTAL SIX DIFFERENT CLASSES WERE USED TO TRAING THE
NEURAL NETWORK

from behind only in a very attenuated way. Therefore the
recorded audio data was saved in the wav file format which
doesn’t use a compression. Otherwise important information
from the audio signal could get lost during compression.
In additive manufacturing there exists quite a number
of possible errors that can occur during a print. However,
acoustic detection is only possible for a few of them.
The selection of the errors for this approach, which are
acoustically recognizable, was based on a list of possible
errors of the company Simplify3D [19].
One possible error is the wrong calibration of the printer’s
nozzle height. If the nozzle moves too close over the object,
it comes into contact with it and leaves grinding marks on
the surface. This causes the calculated heights and material
flow to be incorrect, which can result in the object later
having incorrect dimensions. Figure 2 shows an example
print from above. In the upper half a track of melted plastic
runs horizontally. It was created by the too deeply calibrated
hot nozzle scratching over the object.
The detection can also be used to detect if the current
state of the printing process is correct by detecting the fan
noise, the printing noise or the movements of the z axis. The
described sounds are shown in Figure 4. Also the sound of
opening and closing the door can be detected. This can be
crucial if for example the current object is printing with
ABS which needs a stable and high temperature for a good
print result. If someone opens the door while printing but
forgets to close it, this could be detected to warn someone
in charge so the print process is not affected with unstable
temperatures.

Figure 3. Different methods of data augmentation to increase the variance
of the recorded data. Three methods were applied to the original data: time
stretching, pitch shifting and amplifying.

All trained classes are shown in Table I.
Recording data of errors during 3d prints is quite laborious
as they do only occur occasionally. Some of them can be
forced, so there are ways to artificially generate errors. But
as this is harmful for the printer and not an intended use we
used data augmentation to get more data on one hand, but
also to get a more general result with the neural network
model. Several different ways of data augmentation were
used like time stretching, pitch shifting or amplifying.
In time stretching, the signal is stretched or compressed
in the direction of time while the pitch remains the same.
Figure 3a shows the original audio signal. If a stretch with
various factors k is applied to this signal, it is compressed
(se Figure 3b) or stretched (see Figure 3c).
The pitch of the individual samples is increased by a
certain number k halftones shifted up or down. Figure 3d
shows a shift of 10 halftones down, Figure 3e shows a shift
of 10 halftones up.
Amplifying provides a simple method of augmentation.
This is done by multiplying each sample xi by a factor
a > 0, as the equation 1 describes it.

xi = a ∗ xi , a ∈ R>0

(1)

If a > 1, the signal is amplified, if 1 > a > 0, the signal
is attenuated.
In Figure 3 two augmentations of a signal whose original
is shown in Figure 3a are shown with the factors k = 0.1
in Figure 3f and k = 0.5 in Figure 3g.
Furthermore, the recorded audio data was divided in
overlapping blocks to make sure that a complete event is
contained in at least one block used as input for the neural
network.
In this approach we used Long Short-Term Memory
neural network model to learn the six different sound classes.
They are listed in Table I. Not all of them are directly errors,
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but are crucial for a printing process, like movements of the
z axis or the noise of the printer’s fan. So the detection
of these events could also prove that everything still works
correctly. An impression of the different sound signals can
be seen in Figure 4.
Tensorflow and Keras were used to set up the network
and provide a simple interface for learning. The LSTM has
a layer of 10 cells with a dropout of 0.2. This is followed
by a flatten layer that maps the two-dimensional output of
the first layer to a one-dimensional one. The output of this
layer is in turn picked up by an output layer, which is is
activated by Softmax.
The Mel-frequency cepstral coefficents were extracted
from the augmented and non-augmented sample blocks and
the maximum values of the individual MFCC frames were
determined. As a further feature, Mel filter banks were
extracted and normalized. These features served as input
vectors for the LSTM model. The training is done with the
categorical cross entropy as loss function over 25 epochs as
shown in Figure 5.

Figure 5.

Y

Figure 4. Audio signals in the given time slot for multiple events like the
sound of the fan noise (a), the printing sound (b), the movement of the z
axis (c) or the incorrect nozzle height (d).

Figure 6.
Experiment Set-up: Print bed from diagonally above. The
microphone is close to the extruder during print process. Due to the cardioid
characteristic of the microphone most of the surrounding sounds are not
recorded and the focus is the printer itself.

IV. E XPERIMENTS AND RESULTS
To validate the presented approach the microphone was
attached to the printer as shown in Figure 6. We used a
the t.bone SC450 microphone with a cardioid characteristic
to prevent recording of surrounding sounds. Multiple sets of
data were recorded and augmented to increase the amount of
data as well as to get a generalization for the neural network.
The data set for learning and for testing were not the same
to prevent biasing. The result of the testing is shown in
a confusion matrix in Table II. The experiment results in
a accuracy of 96.96% and an F1-score of 86.7% for the
training.

P/R
C0
C1
C2
C3
C4
C5

C0
74
0
0
0
0
0

C1
0
180
0
0
0
0

C2
0
0
130
2
0
0

C3
0
0
2
10
0
0

C4
0
0
0
0
210
0

C5
0
0
0
0
0
22

Table II
C ONFUSION MATRIX OF THE VALIDATION SET OF THE LSTM

P/R
C0
C1
C2
C3
C4
C5

C0
119
14
0
1
0
19

C1
0
150
0
0
4
0

C2
0
1
2
1
2
0

C3
0
0
2
10
0
0

C4
0
0
0
0
38
0

C5
7
0
0
0
0
1

Table III
C ONFUSION MATRIX OF LSTM ON UNSEEN DATA

In Figure 8 samples of class fan noise and incorrect
nozzle height are shown next to each other to make a closer
distinction. In the high-frequency range almost no major
differences are visible. If the low-frequency range of the
spectograms shown in green is considered, there are also
no major differences, but minor. Since the class fan noise
also has many samples rich in variance, it is difficult for the
model to differentiate between these characteristics.
V. C ONCLUSION AND FUTURE WORK

Figure 7. Mel-spectograms of samples of the classes fan noise, printing,
movement z axis and incorrect nozzle height

For the prediction on unseen data the experiment results
in a accuracy of 86.25% and an F1-score of 67.08%. Table
III shows the confusion matrix of the prediction.
It is difficult for the classifier to make a distinction
between the samples of the classes fan noise and incorrect
nozzle height. In Figure 7 the Mel-spectograms of the
classes fan noise, printing, movement z axis and nozzle
height are not displayed correctly, because the Mel banks
have similarities. Since the error was not generated during
printing and the z axis was not moved for a long time
(< 0.1s), there will be no confusion.

Only a few acoustic recognition approaches exist for the
field of additive manufacturing so far. This approach was
presented to accomplish the task of acoustic event detection
in the field of FDM printing. For this purpose, audio data
were recorded by using a cardioid characteristic microphone
mounted next to the extruder, annotated accordingly and divided into overlapping blocks. For classes with few samples,
data augmentation methods were performed to get more
samples and variations for a better generalization of the
model. Most of the samples were correctly recognized on
the validation set, even on unseen data.
The prediction shows that there are problems in distinguishing between the classes fan noise and incorrect nozzle
height. But at the same time the samples with movements
of the z axis are detected pretty good even the sound signal
in the audio block is only a short event (see the spikes in
Figure 4c). Due to the fact that the system presented here is
only a basis, further improvements must be made and other
approaches tested and evaluated.
As additional acoustic hardware, a vibration sensor could
be mounted at different locations on the printer [15] to
get more accurate measurements. With the sensor, measurements in the low-frequency range would be possible.
Furthermore, it would be an option to add another audio
recording device to enable stereo recording, which could
also bring about noticeable progress in the further process
[13]. If improvements have been made to provide acceptable
results on unseen data, consideration can be given to whether
polyphonic detection would be useful and the system attempts to adapt to it [20].
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